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EXECUTIVE SUMMARY
With ever-increasing data to handle, today’s IT environments are focused on using their mission-critical applications 
to help them achieve two broad goals:

• Consolidation is key to solving the problems of data isolation and fragmentation, decreasing complexity, and 
driving down power and cooling costs. It also offers the major benefit of bringing multiple applications together 
so that data no longer resides in silos and can be managed, protected, and moved around seamlessly to provide 
the data mobility customers need for achieving good business outcomes. 

• Abstraction helps to solve the platform-specific dependencies of these mission-critical applications. Technologies 
such as virtualization and containerization are being deployed in most customers’ data centers and are becoming 
the new standard. Virtualization especially has been around for many years, and almost every enterprise has 
adopted it to manage infrastructure more efficiently. 

Although these approaches provide greater flexibility and management, a fundamental problem remains with 
the application workloads themselves—data management. Data management includes data protection, disaster 
recovery, prevention of and recovery from ransomware attacks, data migration, and data mobility. Traditionally, these 
operations have been highly application specific, which has forced administrators to learn, deploy, and manage them 
in isolation. For example, disaster recovery for Microsoft® Exchange Server differs greatly from disaster recovery for 
Oracle® Database because these applications interact differently with the data. 

Zerto, a Hewlett Packard Enterprise company, solves this very complex issue. It has revolutionized the data 
management landscape with its unique journaling capability. Its application-agnostic and independent software-only 
approach enables customers to address the problems of disparate data management operations. A major benefit 
is that it has no hardware dependencies. Zerto has been designed from the ground up for today’s virtualized and 
containerized infrastructure landscape. It integrates deeply with platform APIs—such as those from VMware vSphere, 
Microsoft Azure, and Amazon Web Services (AWS)—to deliver continuous data protection (CDP) and near-zero recovery 
point and recovery time objectives. Zerto allows a seamless flow of data between on-premises sites and the cloud, 
enabling your IT landscape to take advantage of a multi-cloud or hybrid cloud approach.

This technical white paper presents Zerto capabilities for modern mission-critical applications such as SAP HANA®, 
an in-memory database that offers real-time analytics for large amounts of data. SAP HANA has been adopted by 
thousands of large, medium, and small enterprises across all verticals. This widespread use makes SAP HANA data 
management a challenge—but a challenge that Zerto solves with its unique approach.

Target audience

This technical paper is intended for IT decision makers, infrastructure administrators, database specialists, and others 
who are interested in learning how Zerto can efficiently manage mission-critical workloads like SAP HANA in terms 
of disaster recovery, ransomware resilience, data migration, and data mobility. It is particularly focused on Zerto for 
vSphere, but many of the concepts may equally apply to other hypervisors or clouds. Check Zerto documentation for 
the full list of supported platforms, including the interoperability matrix.



SAP HANA Data Management using Zerto WHITE PAPER

SAP HANA AND ZERTO

Zerto can be used with SAP HANA to achieve continuous data protection, disaster recovery, and data migration to and 
from on-premises data centers or the cloud. 

Because Zerto works at the virtual machine (VM) level, it is agnostic to the application running inside the VM. 
Therefore, its operations are crash-consistent by default. Its continuous journaling mechanism logs all writes that 
occur on the VMDKs of the VM. As an in-memory database, SAP HANA does not write data to the disk as soon as the 
transaction is committed in memory. Rather, it writes in bulk, at intervals called savepoints, every 300 seconds to 
the persistent storage at the /hana/data mountpoint. The Zerto journal is also updated when a savepoint occurs. For 
every committed transaction, however, SAP HANA does write a log to the /hana/log volume, thereby updating the 
Zerto journal for the log VMDK. Therefore, Zerto offers a crash-consistent recovery for databases such as SAP HANA 
which uses the last good HANA savepoint and replays all the transaction logs from the savepoint timestamp until the 
time before the crash.

A major benefit of Zerto is that it can instantly create copies of a protected VM. Unlike other data protection 
applications that restore to the same VM or instance, Zerto creates a copy of the protected SAP HANA VM on the 
recovery host. Whether the problem is a failure, a file corruption, or a ransomware attack, what is needed is to create 
this VM copy as quickly as possible to start the associated business operations. After the copy is created, SAP HANA 
services must be started manually. In this fashion, Zerto restores business continuity as soon as possible, and the 
failed, corrupted, or compromised VM can continue to be analyzed for root causes. Zerto offers file-level or folder-level 
restore capabilities, which can be used to recover operating system files, trace logs, and configuration files on the SAP 
HANA VM.

SAP HANA offers native data protection approaches, such as Backint and app-consistent data snapshots. These 
mechanisms can be deployed in conjunction with Zerto. The primary use case for Zerto might be disaster recovery, 
data mobility, or data migration using continuous journaling. Together, SAP HANA backup mechanisms and 
Zerto deliver both application-aware data protection and instant VM recovery in case of any disaster, providing a 
comprehensive solution for any issue that might arise in your SAP HANA environment.

ZERTO COMPONENTS

The following components are frequently used when Zerto is deployed for any workload:

• Protected site. A VMware vCenter® environment that hosts the VM or VMs that are to be protected by using Zerto. 

• Recovery site. A VMware vCenter environment that acts as the recovery or failover site for the VM or VMs hosted 
on the protected site.

• Zerto Virtual Manager (ZVM). A Windows service that manages the replication at a site level. A ZVM can install 
Virtual Replication Appliances (VRAs) on each VMware ESXi™ host to move the data to be replicated from the 
protected site to the recovery site. 

• Virtual Replication Appliance (VRA). A thin, security-hardened Linux® VM designed to run the bare minimum 
processes needed to move the data that is to be replicated from one site to the other. For more information about 
ZVM, VRAs, and their maximum limits, see Zerto Scale and Benchmarking Guidelines.

• Long-term retention (LTR). A policy-driven capability in Zerto to store data on an external repository for extended 
periods of time. LTR repositories can be used to restore data beyond what is available in the journal and its user-
defined history of 1 hour up to 30 days. The solution described in this paper uses HPE StoreOnce Catalyst as the 
LTR repository. 
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• Journal. Zerto maintains a journal for every protected VM. Each write on a VM is not only processed normally 
on the protected site, it is also copied by Zerto and sent to the recovery site asynchronously. Zerto avoids 
performance impact by capturing writes after acknowledgment, but before they’re committed to disk. On the 
recovery site, writes are logged in a journal managed by a VRA. Along with writes, journals are updated every 
few seconds with checkpoints to ensure write-order fidelity and crash consistency. For more information about 
journal sizing, see Zerto Journal - Overview, Sizing and Best Practice. 

• Virtual Protection Group (VPG). A group of VMs that can be protected consistently—that is, at the same point in 
time. A Zerto VPG can be of three types:

– Remote continuous DR and backup VPG (also called remote VPG). Offers continuous replication to one or 
more sites and the ability to fail over to any of these sites in case of a disaster. In addition, an LTR repository 
can be configured for backing up data for longer durations. 

– Local continuous backup VPG (also called local VPG). Offers replication to a local journal and LTR to an 
on-site, off-site, or cloud repository.

– Data mobility and migration VPG. Exists specifically for moving or migrating data, VMs, or entire sites from 
one infrastructure to another. 

To learn how to create a VPG, see the Zerto Virtual Manager Administration Guide for VMware vSphere Environments. 

• Commit policy. Used in Zerto to specify when to commit a failover or a move operation. A commit policy can have 
three options:

– None. The operation must be manually committed or rolled back. 

– Commit. The operation is committed by Zerto after a specified timeout. During this timeout, the user can 
manually commit or roll back the operation, if required.

– Rollback. The operation is rolled back by Zerto after a specified timeout. During this timeout, the user can 
manually commit or roll back the operation, if required.

• Reverse protection. When a VM is moved, Zerto provides an option to enable reverse protection, which promotes 
data from the journal to the moved VM and then synchronizes it with the original site so that the VPG is fully 
protected. This feature automatically reverses the source and target sites to ensure no interruption to replication. 
To learn more about various reverse protection modes, see the Zerto Virtual Manager Administration Guide 
VMware vSphere Environment.

SOLUTION TESTING SETUP
The setup for testing this solution included the following components:

• An SAP HANA VM

• A Zerto VM

• An HPE StoreOnce virtual storage appliance (VSA)

SAP HANA VM

A SUSE Linux Enterprise Server 15 SP 3 VM was deployed on VMware ESXi 6.7 with 256 GB vRAM, 24 vCPUs, and four 
VMDKs for the operating system, and the /hana/data, /hana/log, and /hana/shared mountpoints. These VMDKs and 
their datastores were based on SAP HANA sizing guidelines. An SAP HANA 2.0 SPS 6 MDC database was installed on this 
VM. Any type of underlying compute or storage infrastructure can be used with this SAP HANA VM. For this solution, 
the storage for the VM was created on HPE Alletra 6070. 



SAP HANA Data Management using Zerto WHITE PAPER

Zerto VM 

A ZVM with Windows Server 2016 VM was created on VMware ESXi 6.7 with 16 GB vRAM, 8 vCPUs, and a 60 GB VMDK for 
the operating system. Zerto 9.0 was installed on this VM. 

HPE StoreOnce VSA

An HPE StoreOnce VSA running the HPE StoreOnce 4.3.0 software was deployed on VMware ESXi 6.7 with 24 GB 
vRAM, two vCPUs, and two VMDKs of 256 GB and 1 TB, for the operating system and data storage, respectively. HPE 
StoreOnce Catalyst was used as the repository in this solution.

FIGURE 1. Setup for SAP HANA data management using Zerto

As Figure 1 shows, the SAP HANA VM is on the VMware ESXi host 104, and the VMware ESXi host 103 is the recovery 
site. These hosts are referred to as host 104 and host 103 through the rest of the paper. For all Zerto operations, one of 
these is kept as the protected host and the other as the recovery host. 

Setup procedure

After Zerto is installed, the following setup tasks must be completed:

1. Create and assign sufficient storage in terms of data stores to the recovery host. 

2. Pair protected/source site with one or more recovery/target sites.

3. Deploy a VRA on each ESXi host at all sites; can be automated using cluster-wide settings for auto-deployment of 
VRAs. 

4. In Zerto, create a VPG of the type remote continuous DR and backup.

5. Add the SAP HANA VM as part of this VPG.

6. Assign the recovery site details. 

Because the SAP HANA VM is on host 104, host 103 is added as the recovery site.

To learn more about how to perform each of these tasks, see the Zerto Virtual Manager Administration Guide VMware 
vSphere Environment.
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Figure 2 shows the appearance of the Zerto dashboard after the initial configuration. Note that there are two options: 
either the journal for each VM can be placed on the same datastore as the VMDK, or a separate datastore can be 
designated as the journal datastore for the VM.

FIGURE 2. Zerto dashboard

Figure 3 shows how the datastores on the protected and recovery sites appear on Zerto.

FIGURE 3. VM datastores as displayed in Zerto

Figure 4 shows a Catalyst store on the HPE StoreOnce VSA as the LTR repository added to Zerto.
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FIGURE 4. HPE StoreOnce Catalyst as Zerto LTR repository

The following sections show how to perform each of the Zerto operations for the SAP HANA VM. Each of these 
operations was performed during testing of the solution.

FAILOVER

Failover is the process of failing over a VM or group of VMs (e.g. full multi-VM application stack) to a secondary site 
when the primary or production VM, cluster, or site goes down. With Zerto, the secondary instance is usually another 
ESXi host within the same vCenter or a different one, as is most common in DR scenarios. After Zerto is configured 
and before a live disaster occurs, it is always a good practice to test the failover operation to confirm that the VM is 
replicating properly to the recovery site and note how long it took to fail over. In Zerto, this operation is called a test 
failover. 

Test failover

During a test failover, a copy of the SAP HANA VM is created on the recovery site while new checkpoints continue to 
be generated on the protected site. This exercise is only a test—not an actual failover that must be committed. Given 
how quickly they are deployed and how closely they mirror production (usually only 5-15 seconds’ difference), a test 
failover operation can also be used in the following scenarios:

• Creating temporary copies of a VM from previous point-in-time checkpoints

• Testing operating system or application upgrades before applying them to the VM

• Creating copies for developers or test engineers for a short-term testing

• Continuing to investigate issues that are resolved on the production site

• Running reports on databases without impacting the production site

• Building a training environment

To perform a test failover, complete the following steps:

1. On the bottom left pane of the Zerto dashboard, click Failover and 
select Test.

 

FIGURE 5. Starting a test failover
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2. Select a VPG to use in testing the failover.

FIGURE 6. Selecting a VM for the test failover operation

3. Click the pencil icon under Checkpoint to edit the checkpoint that you want to replicate, and then click OK and 
Next.

You can select the checkpoint either by browsing through the list or by selecting the Latest or Latest Tagged 
Checkpoint radio buttons. 

FIGURE 7. Selecting a checkpoint for failover
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4. Click Start Failover Test.

FIGURE 8. Starting a failover test

5. Check the operation’s progress from the Monitoring screen or from the status bar on the top right of the Zerto UI.

FIGURE 9. Status of a test failover operation
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6. As the operation nears completion, watch for the failover VM to be created on the disaster recovery site. 

This VM has the same name as the production VM with a suffix -testing recovery added to it.

FIGURE 10. VMware vSphere view during a test failover

7. After the VM is replicated, the Test Failover operation awaits user input to cancel it. 

This is just a test and not an actual failover. You can stop this operation on the Monitoring screen.

FIGURE 11. Stopping a test failover
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8. After the Test Failover is stopped from the Monitoring screen, Zerto asks you to specify the result of the test.

FIGURE 12. Specifying the result of the test failover

9. If the test failover is stopped, the replicated VM is automatically deleted from the VMware ESXi host on the disaster 
recovery site.

FIGURE 13. The failover VM is deleted if the test failover is stopped

You can view these test reports from the Zerto Reports option.

Live failover

A live failover is performed when the production VMs are down or inaccessible. Zerto does not require the protected/
source site to be up and operable in order to initiate a live failover. This operation includes the same steps as a test 
failover, except that the failover is committed. For the example in the following procedure, the production VM is 
running on host 104 and must be failed over to host 103.
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To perform a live failover, complete the following steps:

1. On the bottom right pane, click Failover and then click Live.

FIGURE 14. Starting a live failover

2. Select a VPG to use for the live failover.

FIGURE 15. Selecting the VPG for live failover

3. Click the pencil icon under Checkpoint to edit the checkpoint that you want to fail over, and then click OK and Next. You 
can select the checkpoint either by browsing through or by selecting the Latest or Latest Tagged Checkpoint radio buttons.

FIGURE 16. Selecting the checkpoint for live failover
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4. Specify the commit policy. 

A commit policy defines how and when a live failover is committed. For more information, see the Zerto components 
section of this paper. In this example, None is selected, which means that the commit operation will be manual.

FIGURE 17. Specify the commit policy

5. After specifying the required details, click Start Failover to start the operation.

FIGURE 18. Starting the live failover operation
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6. As the live failover proceeds, a replica VM is created on the recovery ESXi host. 

This VM has the same configuration as the source without an added suffix, unlike the test failover operation. Figure 19 
shows the failed-over VM that was created on host 103. 

FIGURE 19. Failover VM on the recovery site

7. After the VM creation, the live failover job waits for user input because it must be manually committed based on the 
commit policy.

FIGURE 20. Committing the failover

8. Click Commit.

When you click Commit, Zerto asks whether reverse protection must 
be configured. For more information about reverse protection, see the 
Zerto components section of the paper.

 

FIGURE 21. Specifying reverse protection and committing
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9. Zerto starts to commit this failover and displays its progress on the Monitoring page.

FIGURE 22. Committing failover completed

10.  The VPG appears in the Needs Configuration state because the Reverse Protection option was not selected.

A recovery site must be assigned to the VPG, and it must be edited with appropriate recovery site details. In Figure 23, 
host 104 is designated as the recovery host.

FIGURE 23. Specifying the recovery host for the new VM
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11.  Specify the datastores that will act as the recovery datastores for this new VM.

FIGURE 24. Specify the recovery datastores for the new VM

12.  To avoid split-brain scenarios, and because this was a live failover that was committed, Zerto deleted the original 
VM on host 104. 

After the recovery site is defined, Zerto begins to delta sync the new VM to the recovery site datastores. A delta sync 
compares all blocks on both the new VM’s disks and their replicas as the recovery site in order to flag which new writes 
still need to be replicated.

FIGURE 25. Original VM deleted
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13. The new VM on host 103 becomes accessible. 

As Figure 26 shows, you can start the SAP HANA database services on the new VM after confirming that the required 
volumes are properly mounted.

FIGURE 26. Mounting volumes and starting SAP HANA services in the new VM

14.  After the delta syncing is complete, the site topology on Zerto shows the new landscape. 

Host 103 is the new primary site, and host 104 is the new recovery site.

FIGURE 27. New site topology

MOVE

A move operation is used to migrate one or more VMs from a protected site to a recovery site in a planned manner. 
Zerto treats both sites as up and running. A move differs from a live failover because there is no option to select the 
checkpoint. By default, the process selects the latest checkpoint to perform the move, thus providing an effective RPO 
of zero. To protect data integrity, a move operation powers off the source VMs. 
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To perform a move operation, complete the following steps:

1. On the bottom left pane, click Move and select VPG. 

The SAP HANA VM is on host 103, and the plan is to move it to 
host 104.

 

FIGURE 28. Starting the move operation

2.  Select the appropriate VPG, specify the Commit Policy and Reverse Protection parameters, and click Next.

FIGURE 29. Selecting the VPG and specifying the Commit Policy and Reverse Protection parameters

3. Click Start Move.

FIGURE 30. Starting the move
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4. Because Auto-Commit after 60 minutes is selected in this example, click Start Move on the warning. (See Fig. 31) 

FIGURE 31. Accepting the Commit Policy warning

5. As the move operation proceeds, Zerto creates a user-defined checkpoint on the protected site.

FIGURE 32. User-defined checkpoint creation
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6. Zerto creates a VM on the recovery site as part of the move operation.

FIGURE 33. A new VM created on the target site

7. After the move operation creates the new VM, the system awaits user input based on the commit policy. 

Because Auto-Commit in 60 minutes was selected in this case, you can either wait for 60 minutes for commit to occur 
automatically or commit the operation manually.

FIGURE 34. Committing the move operation

8. In response to a decision to manually commit, Zerto asks whether you 
want reverse protection and whether the source VMs should be retained.

 

FIGURE 35. Specifying reverse protection and source VM retention
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9. If you chose not to retain the source VMs, Zerto deletes the VM from the protected site.

FIGURE 36. Zerto deleting the source VM if the choice was for it not to be retained

10.  Just as in the live failover operation, you must specify the recovery site details for this new VM. 

In this example, host 103 is specified as the recovery site.

FIGURE 37. Specifying the recovery site details for the new VM
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11.  Specify the recovery datastores for the new VM.

FIGURE 38. Specifying the recovery datastores for the new VM

12.  The new VM on host 104 becomes accessible. 

As Figure 39 shows, you can start SAP HANA database services on the new VM after confirming that the required 
volumes are properly mounted.

FIGURE 39. Mounting volumes and starting SAP HANA services on the new VM
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RESTORE

It might be necessary to restore a VM or VPG because of data corruption, a ransomware attack, or accidental deletion. 
Zerto offers the option of restoring a VM, a VPG, or files or folders within a VM. You can restore either from the local 
journal (which can store history of up to 30 days) or from the LTR repository (unlimited history). 

To restore a VM from the LTR repository, complete the following steps:

1. On the bottom left pane, click Restore and select VM/
VPG.

FIGURE 40. Starting the restore workflow

2. Select whether to restore a VM or a VPG. 

In this example, a VM is selected.

FIGURE 41. Selecting whether to restore a VM or a VPG
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3. Select the appropriate restore point available on the LTR repository. 

For more information, see the explanation of LTR in the Zerto components section of the paper.

FIGURE 42. Selecting a restore point from the LTR repository

4. Click Apply VPG Configuration to apply the VPG settings to this VM.

FIGURE 43. Applying VPG configuration to the VM

5.  With VPG settings, the datastores are properly assigned as required.

FIGURE 44. Datastores assignment for the VM
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6.  Click Restore to begin the restore operation.

FIGURE 45. Starting the restore operation

7. You can check the progress of the restore operation on the Zerto Monitoring page.

FIGURE 46. Monitoring the progress of the restore operation

8. Zerto creates a VM on the designated host 103 and powers it on. 

FIGURE 47. VM created on the designated host
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9. Confirm that the volumes are correctly mounted and start the SAP HANA services. 

FIGURE 48. Starting the SAP HANA services

10. Verify the status of SAP 
HANA services either through 
commands or by using SAP 
HANA Cockpit or SAP HANA 
Studio. 

FIGURE 49. SAP HANA services 
status on SAP HANA Studio

11. After the VM is up and running, Zerto requires the recovery site to be defined for the VPG. 

FIGURE 50. Configuring the recovery site details for the VM
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12. Define the recovery datastores for the VM. 

FIGURE 51. Defining the recovery datastores for the VM

The Zerto journaling capability offers a crash-consistent mechanism for protecting SAP HANA. You can make this 
process SAP HANA aware by using Zerto PowerShell cmdlets and embedding a user-defined Zerto checkpoint between 
the SAP HANA Prepare and Confirm commands. For more information, see Zerto PowerShell Cmdlets Help.

For a more granular recovery of the SAP HANA VM operating system files, Zerto also offers a restore mechanism that 
uses the File/Folders option. For information about which file systems and operating systems it supports, see the 
Zerto Interoperability Matrix.

SUMMARY 

Zerto offers mechanisms for disaster recovery, ransomware recovery, and data migration for virtualized SAP HANA 
running on VMware vSphere. It enables you to store data longer term on an LTR repository such as HPE StoreOnce VSA. 
With these features, you can readily use Zerto in virtualized SAP HANA environments in conjunction with the usual SAP 
HANA backup and recovery mechanisms to create a comprehensive end-to-end approach to data management. 
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Resources and additional links

SAP HANA sizing guidelines

SAP HANA Administration Guide

Zerto Virtual Replication Journal - Overview, Sizing & Best Practice

Zerto Scale and Benchmarking Guidelines

Zerto Interoperability Matrix

Zerto PowerShell Cmdlets Help

LEARN MORE AT

https://www.hpe.com/us/en/storage/data-protection-solutions/disaster-recovery-zerto.html

https://help.sap.com/docs/SAP_HANA_PLATFORM/eb3777d5495d46c5b2fa773206bbfb46/d4a122a7bb57101493e3f5ca08e6b039.html
https://help.sap.com/doc/eb75509ab0fd1014a2c6ba9b6d252832/2.0.05/en-US/SAP_HANA_Administration_Guide_en.pdf
https://help.zerto.com/bundle/BP.Journal.Sizing.HTML.90/page/Content/Journal_Overview_and_Best_Practice/Journal_Overview_Sizing_and_Best_Practice.htm
https://help.zerto.com/bundle/Scale.Bench.Guide.HTML/page/Content/Benchmarking_Guidelines/Zerto_Sizing_Limits.htm#zerto_scale_and_benchmarking_guide_r_3422057693_1064217
https://help.zerto.com/bundle/Zerto_Interoperability_Matrix/resource/Zerto_Interoperability_Matrix.pdf
https://help.zerto.com/bundle/Powershell.CMDlets.HTML.90/page/Content/Cmdlets/Introduction.htm
https://www.hpe.com/us/en/storage/data-protection-solutions/disaster-recovery-zerto.html 
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